
ENTRY  PO INT

Sub-agent
takes delegated work

Human
Sets the goal, gives
instructions, approves the
big steps

Trigger
Webhook, schedule, event.
Authority comes from
validated identity and policy

AI assistant
The role that talks to
people. It may use tools
and ask before acting

Agent
Works toward a goal, with
varying autonomy and
oversight

Runtime capabilities
Identity
who acts, for
whom, which
credentials

Memory, state
what it knows
now, what it did,
what it keeps

Sandboxes
isolated spaces
to run code and
browse

Observability
traces, logs,
token and cost
counts

Limits
time, tool calls,
retries, budget

MCP client
connects to MCP
servers

GUARDRA ILS

safety checks in and out; one of several

Model: LLM or SLM
Proposes text, decisions and tool calls.
Nothing happens until the application
acts on it

Runtime tool dispatcher
Checks every tool call it handles.
Prompts guide behaviour; they
cannot enforce it

MCP server
Exposes tools, resources and prompts to
MCP clients. Optional; it may run its own
logic. A bridge, not a brain

Tools, APIs and services
Tools do things: search, files, computation. APIs and services provide operations and access to
data: CRM, email, calendar, GitHub, payments. They have checks of their own: IAM, scoped
credentials, sandboxes

ORCHESTRAT ION  RUNT IME

may hand off

connects

prompts with context proposes text, decisions and
tool calls

via MCP

direct call, after checks

asks, sets a goal starts work
notifies; asks
approval

may consult a model for checks

proposed action

may use a model

connects to sends an event

repeat

Levantar

A I  SYST EMS  ·  A  F I E L D  GU I D E

Who and what does what in an AI system.
A high-level guide to how AI assistants, agents, runtimes, tools and services fit together.

Who starts the work? Who picks the next step? Who allows the action? The model proposes; the runtime runs things and

applies the checks built into it; tools, APIs and services do the work.

0 1

Start
Work starts with a person or an
event. Either can kick off an
assistant or an agent. Policy sets
what is allowed.

02

Decide and
coordinate
An assistant is a user-facing role;
an agent works toward a goal,
with varying autonomy. One
runtime can do both: it calls the
model, applies the checks built
into it, looks at results, retries,
and stops at its limits.

03

Reason
The model may make a plan or
follow one. It proposes the next
action; the runtime carries it out,
after whatever checks are set up.

04

Permit and connect
The dispatcher runs the
configured checks. MCP and
direct calls are both fine; tools
and services add their own.

05

Do
Tools do things. Services provide
operations and data.

Not two boxes: six dials
Different settings, not different systems

Autonomy supervised independent

Initiative asked unprompted

Workflow one reply many steps

Authority read-only changes state

Persistence one turn long-running

Oversight every step checkpoints

The agent loop
A common pattern, not a requirement

Observe Plan

ActCheck

Planning can be implicit; some agents act only

once. Limits live in the runtime.

Example execution patterns
Examples, not a scale. Agency is a spectrum.

Plain automation
code runs code: service › service

Model-backed assistant
a model answers; code runs

Tool-using assistant
the model proposes; code runs the tools

Code-directed workflow
fixed logic sets the steps; the model fills them in

Model-directed agent
the model picks each next action, within limits

Multi-agent system
several agents cooperate; a design choice, not a step up

An illustrated mental model, not a reference architecture. MCP is the Model Context Protocol. Dashed lines are optional paths.

The lanes are layers, not a sequence; who starts the work does not determine who controls execution.
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